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Millimeter-wave (mmWave) massive Multiple-Input Multiple-Output (MIMO)
technology promises to provide gigabit-level transmission rates for 5G/6G networks.
However, this technology suffers from high channel dimensionality and sparse signals,
requiring many pilot signals for estimation using traditional methods, which are also time-
consuming. This paper proposes a two-stage hybrid Compressed Sensing-Deep Learning
(CS-DL) framework that combines the model advantages of the Orthogonal Matching
Pursuit (OMP) algorithm with the data processing capabilities of a lightweight
Convolutional Neural Network (CNN). The first stage exploits the signal's sparsity in the
angular domain, requiring only 5% of the pilot signal to obtain preliminary channel
estimates. In the second stage, signal gain is optimized using a residual CNN, which
reduces error interference. MATLAB simulation results on the DeepMIMO dataset
indicate that, compared to the traditional OMP algorithm, the proposed framework reduces
the Normalized Mean Square Error (NMSE) by up to 1.8 dB, increases Spectral Efficiency
(SE) by approximately 9%, and decreases the total estimation time to about 0.7
milliseconds, thereby satisfying the latency requirements of 5G systems. Additionally, the
framework offers remarkable flexibility, enabling integration with low-resolution
hardware and hybrid beamforming architectures, making it suitable for real-time
deployment in applications such as automotive communication systems and mmWave
access points.

1. Introduction

bandwidth [3]. First, an isotropic link is about 21 dB

In emerging 5G and 6G network architectures,
millimeter-wave (mmWave) massive Multiple-Input
Multiple-Output (MIMO) is widely acknowledged as a
fundamental technology for enabling sub-millisecond
vehicle-to-everything (V2X) communications, cable-
free industrial automation, and immersive extended-
reality experiences [1, 2]. The mmWave systems use
bandwidth that is significantly greater than that found
in sub-6 GHz spectra because they operate in frequency
bands above 24 GHz. However, there are substantial
physical-layer issues arising from this expanded
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weaker than at 3.5 GHz over the same range; free-space
path loss increases quadratically with frequency at 28
GHz, and performance deteriorates further in Non-
Line-Of-Sight (NLOS) conditions where mmWave
signals hardly ever diffract or pass through obstacles
[4]. Second, the rich-scattering assumption of
conventional channel models breaks down in this band;
measurements and ray tracing consistently show that
only a handful of paths carry appreciable energy in the
angle—delay domain [5, 6]. This sparsity is a double-
edged sword: it suggests fewer pilot symbols are needed
to identify dominant paths, but it also exposes
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conventional least-squares and minimum-mean-square-
error estimators as wasteful, as they ignore sparsity and
demand pilot overhead scaling with the entire antenna
array dimension [7]. Finally, the short wavelength of
mmWave signals shrinks coherence time to the sub-
millisecond regime even for pedestrian users, requiring
Channel State Information (CSI) to be refreshed
multiple times within a single 5G New Radio (NR)
frame [8].

To achieve CSI acquisition that is not only quick and
accurate but also effective in pilot usage, these coupled
constraints impose strict requirements on physical-layer
signal processing [9]. Initial studies focused on
Compressed Sensing (CS) methods that use channel
sparsity to minimize pilot overhead by up to 70%, such
as Orthogonal Matching Pursuit (OMP), Compressive
Sampling Matching Pursuit (CoSaMP), and Sparse
Bayesian Learning (SBL) [10, 11]. Several practical
problems arise during implementation. Real-world
antenna arrays require discrete angle grids, but these
grids don't always align with the actual path directions,
leading to grid-mismatch errors [12, 13]. Greedy
support selection methods are less robust when the
Signal-To-Noise Ratio (SNR) is low [14]. Also, most
existing analytic guarantees assume that the full-RF
chains and data converters are perfect and have high
resolution. On the other hand, production-ready
mmWave transceivers use hybrid analog-digital
architectures, a small number of RF chains, and low-
resolution Analog-to-Digital Converters (ADCs) to
keep costs and power use low [15, 16].

Deep learning (DL) has made significant progress
that could help compress and transmit channel state
information (CSI) in systems operating below 6 GHz.
However, data-driven methods require large, scenario-
specific training datasets, are difficult to interpret, and
struggle with a wide range of configurations and carrier
frequencies [17]. These limitations make them less
useful in a wide range of real-world situations. It is
becoming increasingly clear that neither model-driven
nor data-driven methods alone can meet the stringent
requirements for latency, accuracy, and energy
efficiency in next-generation mmWave deployments
[18].

This study proposes a two-stage hybrid Compressed
Sensing-Deep Learning (CS-DL) framework that
combines the model-driven speed of OMP with the
data-driven flexibility of a lightweight residual
Convolutional Neural Network (CNN) to fill these
gaps. The main contributions are as follows:

1. A modular two-stage hybrid CS—-DL framework is
introduced, which preserves the interpretability
and sparse-structure recovery of OMP while
integrating a lightweight CNN to adaptively
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mitigate grid mismatch and hardware distortion in
mmWave massive MIMO systems.

2. A compact CNN architecture with approximately

38,000 parameters incorporates physics and
complex-valued processing to simplify training,
accelerate convergence, and maintain effective
channel estimation, even with minimal pilot
overhead (as low as 5%) and low-resolution ADCs.

3. This study provides a repeatable evaluation of

DeepMIMO-based deployments using metrics
such as Normalized Mean Square Error (NMSE),
Bit Error Rate (BER), Spectral Efficiency (SE),
and latency. It also includes computational
profiling and integration guidelines consistent with
3GPP NR standards.

The structure of the paper is as follows. Section 2
reviews related work on hybrid CS-DL channel
estimation and delineates distinctions from the present
approach. Section 3 presents the system model and pilot
design limits constraints. Section 4 provides more detail
on the proposed hybrid CS-DL estimator, which
includes OMP coarse estimation and CNN refinement.
Section 5 discusses the simulation settings and results,
and Section 6 discusses the limits and trade-offs.
Finally, Section 7 concludes the paper and outlines
directions for future research.

2. Related Work

Recent work increasingly combines CS with DL for
mmWave massive-MIMO channel estimation. Gao et
al. [19] unfold Sparse Bayesian Learning (SBL) into a
DNN, where each layer updates Gaussian variance
parameters of the angular-domain channel and jointly
optimizes the measurement matrix, achieving strong
performance in wideband hybrid mmWave systems but
at the cost of a fully learned, task-specific inference
pipeline. Tong et al. [20] proposed a two-step OMP
scheme in which a first OMP stage coarsely estimates
AoAs/AoDs, and a SE-ResNet with Noise2Void
denoises the correlation matrix and refines the angles
without labels, showing the benefit of DL post-
processing on top of CS but focusing mainly on angle
accuracy rather than end-to-end latency or hybrid
hardware constraints.

The authors in [21] design MoG-LAMP and a hybrid
LAMP-MoG-LAMP network that learns mixture-of-
Gaussian variances per layer, significantly improving
NMSE over classical LAMP on DeepMIMO and
Saleh—Valenzuela  channels,  while  replacing
conventional CS with a deep unfolded architecture. At
higher frequencies, [22] develop a sparsifying-matrix
learning—aided Bayesian CS framework for hybrid
near-/far-field THz UM-MIMO, where a batch-
Delayed Online Dictionary Learning (BD-ODL)
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algorithm provides an adaptive dictionary for Bayesian
CS estimation.

In contrast, the proposed hybrid CS-DL framework
keeps a standard OMP front-end (preserving
compatibility with existing CS-based training and
5G/6G procedures) and uses only a lightweight residual
CNN for grid-mismatch suppression and gain

Table 1

Summary of Related Work.

refinement, yielding NMSE and SE gains with very low
pilot overhead and sub-millisecond inference, without
retraining the entire estimator when system parameters
change.

A summary of the above-related work is presented in
Table 1 below.

Ref.

Core Idea

Main Advantages

Main Limitations / Differences

[19]

(20]

[21]

[22]

Unfolds iterative SBL into a DNN, learns
angular-domain Gaussian variances in each
layer, and jointly optimizes the
measurement  matrix; extended to
multi-block time-correlated scenarios.

Two-step OMP: first uses composite
convolution kernels in OMP for coarse
Ao0A/AoD  estimation; then applies
SE-ResNet + Noise2Void to denoise the
correlation matrix and refine the angles.

Unfolds LAMP into a deep network,
introduces a MoG prior, and learns the
Gaussian variance at each layer; then
constructs a hybrid LAMP-MoG-LAMP
structure.

Builds a THz channel model including
near/far field and molecular absorption;
uses BD-ODL to construct a sparsifying
matrix, then performs Bayesian CS-based
estimation.

Effectively alleviates power
leakage and beam squint;
achieves a better performance—
complexity trade-off than
conventional CS.

It can be trained without labels
and outperforms  existing
estimation algorithms at low
SNR and with few training
frames.

Significantly improves NMSE
at low SNR; it outperforms
conventional LAMP on both
DeepMIMO and SV channel
models.

Significantly improves NMSE
under hybrid-field and ill-
conditioned scenarios;
experiments show fast
convergence.

Requires end-to-end learning of both
the measurement matrix and inference

network, which weakens
compatibility  with  standardized
pilots/training beams.

It primarily focuses on angle-

estimation accuracy; it provides a
limited discussion of end-to-end delay
and adaptation to various hybrid
arrays/low-resolution RF front ends.

A deep unfolded network completely
replaces conventional CS, leading to a
relatively heavy structure; modularity
and adaptation to new configurations
can be costly.

Complex dictionary learning and
Bayesian inference lead to high
implementation complexity; primarily
targets THz/UM MIMO rather than
typical mmWave HAD.

Compared with existing CS-DL schemes, the

proposed framework differs in three key aspects:

1. It integrates model-driven structural constraints
with data-driven learning in a unified pipeline,
rather than using a simple cascade of CS recovery
and NN.

2. It maintains interpretability by retaining the core

physical channel model while introducing
learnable components, whereas most existing
hybrid CS-DL methods are purely data-driven and

lack transparency.

3. Itis designed to operate effectively across various
channel conditions and system configurations and
requires less retraining than traditional hybrid CS-
DL methods.

These design choices allow the proposed method to
achieve a better trade-off among estimation accuracy,
pilot efficiency, interpretability, and practical
deployability.
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3. System Model
3.1 System Configuration and Notation

This study consider an uplink training phase in a
single-cell mmWave massive-MIMO system operating
at 28 GHz [23]. The base station (BS) houses a uniform
linear array with Nt antenna elements but only Ngp «
Nt Radio Frequency (RF) chains. This hybrid analog-
digital architecture dramatically lowers cost and power
consumption by relegating most beamforming to low-
loss phase-shifter networks [24]. Each user equipment
(UE) employs a smaller Ng-element array and a single
RF chain, reflecting the form-factor and battery
constraints of handheld or vehicular devices [25].

Let s€ CNp denote a block of N, pilot symbols
drawn from a unit-energy Quadrature-Phase-Shift-
Keying (QPSK) alphabet. During pilot transmission,
the UE applies an identity-scaled baseband precoder,
while the BS sequentially steers its analog combiner
through a pre-assigned code-book {Wk}lljzp Wk €
CNTL with  [[wilal = 1//Np . After down-
conversion and ADC quantization, the BS obtains:
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Vi =W Hfs +n,, k=1,.,N, )

where H € CNT™*NR js the narrow-band channel
matrix, f is the UE’s omni-directional transmit weight
(unity for a single-RF-chain UE), sy is the k-th pilot
symbol, and ny ~ CN(0,02) models thermal noise
plus residual quantization error from b-bit ADCs.

Stacking all measurements into a vector y € CNp and
defining the measurement matrix:

a2l i |4, QA ()

where A; and A, are Discrete Fourier Transform
(DFT) steering matrices spanning uniform grids of
azimuth angles at the transmitter and receiver, the
overall input-output relation becomes:

y=®h+n 3)

with h € CNe representing the angle-domain channel
vector (Ng = NpNg) and n ~ CN(0, 6*1). Equation (1)
abstracts away the intermediate hybrid hardware and
exposes a standard CS observation model.

3.2 Sparse Channel Representation

Extensive measurement campaigns and ray-tracing
analyses demonstrate that mmWave propagation is
primarily influenced by a limited number of S specular
paths, each defined by an Angle-of-Departure (AoD),
an Angle-of-Arrival (AoA), and a complex gain [26].
When the array steering matrices A, and A, are
sufficiently dense, the true channel vector h contains at
most S significant entries, while the remaining Ny — S
entries are negligibly small [27]. Mathematically, it is
represented as:

I hllp=$ < N, (4)

For urban canyons like the DeepMIMO-O1 140
scenario S < 6 is adopted, whereas indoor line-of-sight
corridors often yield S = 2. This sparsity underpins the
viability of CS for pilot-efficient CSI recovery.

3.3 Pilot Design and Measurement Matrix Properties

Any set of orthogonal pilots will work as long as
Np>Ng, but the hybrid hardware makes sure that
Np<&N,. In this very underdetermined regime, the
measurement matrix ® must have the Restricted
Isometry Property (RIP) or, in practice, show low
mutual coherence in order to keep its ability to be
identified. Uniform random phase-shifter weights come
close to this ideal, but they need extra time for
calibration. Instead, the deterministic Hadamard-DFT
design is employed, as suggested in prior CS literature,
where the phase of each column of ® is shaped
according to:
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1 .

Wil = ﬁexPUZFkn/NT) (5)
which provides almost perfect coherence when using
the same codebook across all cells. In practice, the
setup works well for sparse support recovery with

Np=~0.05N; at SNR dB.
3.4 Sparse-Recovery Problem Statement

Under the sparsity prior, the CSI recovery task may be
cast as:

h=argmin ly—®hl3s.t.l hll,<S (6)
hecNg

The second problem is a combinatorial one. Greedy
methods like OMP find a solution by repeatedly
picking the dictionary atoms that are most similar to
the residual. They stop when S picks or when the noise
level drops below a certain point. For classical
recovery guarantees to work, N, must be at least
cSlog(N,/S) for some constant c. This requirement is
easily met by the target pilot budget.

3.5 Challenges Beyond Ideal Assumptions

Three real-world problems make it hard to use
textbook CS directly.

1. Grid mismatch: The true path angles almost never match
up with the grid nodes, even when the DFT grids are very
dense. This sends energy to the side lobes, which makes the
sparse model less useful.

2. Quantized front ends: ADCs with low resolution (b<3
bit) add non-Gaussian distortion, which makes the effective
noise variance ¢’ bigger.

3. Hybrid constraints: Limited RF chains restrict the
number and orthogonality of feasible pilot beams,
inflating mutual coherence in ®.

The hybrid CS-DL estimator from Section 4 is
designed to address these differences. OMP is still in
charge of finding coarse support, and a neural denoiser
learns to compensate for grid leakage, colored noise,
and hybrid-array artifacts, resulting in accurate CSI
with little pilot overhead and latency of less than a
millisecond.

4. Proposed Hybrid CS-DL Framework

The suggested hybrid estimator addresses the
limitations of both purely model-based and purely
data-driven methods by combining the interpretable
structure of CS with DL's ability to adaptively correct
errors. Figure 1 shows the whole two-stage pipeline.

4.1 Two-Stage Architecture Overview

As shown in Figure 1, the framework operates
sequentially:

1. Stage 1 (CS-based Coarse Estimation): The
OMP algorithm processes the compressed
207



pilot measurements y to obtain an initial
sparse channel estimate Rgyp and its support
set.

2. Stage 2 (DL-based Refinement): A
lightweight, physics-guided CNN refines
homp to mitigate grid-mismatch errors,
quantization noise, and other hardware-
induced distortions.

3. After alast hard-thresholding step that ensures
sparsity in the reconstructed channel vector,
the revised channel estimate, represented as
ﬁHybrid, is produced.

Input
Pilot measurements:y
Sensing matrix:phi(26
pilots.512 angle bins

Stage 1:compressed Sensing

!
Orthogonal Matching Pursuit(OMP)
Find sparse support set
Select dominant paths
Coarse channel estimate

!

Stage 2:Deep Learning

!

Tensor Reshape
Vector—32X16X2 tensor
(Real/Imaginary parts)

Residual CNN
3 convolutional Layers
36k parameters
Refine path gains

Post-processing
Hard sparsification
Keep top k coefficients,
vector reassembly

Output
Total runtime:0.69 ms/1.6 db
NMSE improvement

Fig. 1. Two-Stage Hybrid Channel Estimation Pipeline

This modular architecture incorporates a small,
specially designed DL module to address system
impairments while maintaining backward compatibility
with well-known CS training techniques.

4.2 Stage 1: OMP-based Sparse Support Detection

In this work, the OMP is selected as the model-driven
core for sparse support detection instead of other CS
algorithms, such as CoSaMP and SBL. This choice is
mainly based on three practical considerations: first,
OMP features linear computational complexity and a
clear, interpretable iterative process, which is well-
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suited for real-time channel estimation with strict
latency constraints in mmWave massive MIMO
systems. Second, OMP has lower implementation
complexity compared with CoSaMP (which requires
repeated residual recomputation and matrix inversion)
and SBL (which involves complex probabilistic
inference), making it more compatible with resource-
constrained  hybrid  analog-digital = hardware
architectures. Third, OMP can stably identify the
dominant propagation paths of sparse mmWave
channels with ultra-low pilot overhead (5% in this
work), and its coarse estimation results can provide a
reliable support set for the subsequent CNN refinement
stage, forming a well-coupled two-stage hybrid
framework.

This work uses the classic OMP approach due to its
linear computational complexity and operational
clarity. Figure 2 shows the algorithm's procedural flow.

Algorithm 1 (Figure 3) sums up the OMP process in
our situation:

Input: Measurement vector y € Cr, sensing matrix

@ € CNv*Ng | target sparsity S, noise variance estimate

a?.

Output: Sparse channel estimate Aqyp € CN9.

1. Initialize: residual 1, = y, support set S, = @,
iteration counter t = 1.

2. Whilet <Sand |l r_; 3> 1.20%
a. Identify: j, = argmaxj|¢]’-{rt_1|.
b. Update support: S; = S;_1 U {j; }.
c. Estimate: Est = (¢gfbst)_lfbgy.
d. update residual: r, =y — Cbstﬁst.
e.t=t+1.

3. From Output: Agyp has non-zero values only
at indices S, given by ﬁgt.

To avoid overfitting, the algorithm ends depending
on either a noise-adaptive residual threshold or a
predefined sparsity level S. OMP successfully identifies
dominant propagation paths, but low-resolution
hardware causes amplitude distortion and grid-offset
errors to affect its output. The preliminary channel
estimate displayed in Figure 2 illustrates these
constraints.

4.3 Stage 2: Physics-Guided CNN for Refinement

The refinement stage is developed not as a
replacement for the OMP method [28], but rather to
rectify its inherent systematic inaccuracies through a
CNN that incorporates domain-specific knowledge.

4.3.1 Tensorization and Complex-Valued Processing
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1.

The coarse estimate hgyp € CV9 is first reshaped into
a 2D spatial grid of size N,, X N,;, corresponding to
the angular resolution of the transmitter and receiver
arrays. The real and imaginary components form a
two-channel input tensor X € RNaz*NerX2  To
preserve vital phase information, the network employs
complex-valued convolutional layers. A complex
convolution with kernel W = Wy + jW; operating on
input X = Xy + jX; is implemented as:

Yo =Wr*Xp =Wy x XY, = Wr x X; + Wy x Xg (7)
where * denotes the 2D convolution operation.
4.3.2 Network Architecture

The CNN architecture, as illustrated in Figure 2, is
designed to be lightweight, with approximately 38,000

parameters, and incorporates domain-specific
knowledge.
First Layer: A complex convolution with 16 filters

extracts local angular-phase features.

2. Second Layer: A second complex convolution

increases the receptive field size to capture typical
grid-leakage sidelobes.

3. Residual Connection: A direct skip connection

adds the output of the last layer to the input tensor.
This makes sure that the network learns a
correction 4h for the residual. such that EHybrid =
homp + Ah, guaranteeing that training cannot
degrade the initial estimate.

4. Activation and Normalization: Exponential Linear
Units (ELUs) and batch normalization are used to
process data in a stable, non-linear way.

Output Layer: The last convolution layer sends the
features back to a 2-channel tensor, which is then
turned into a vector to make Apefined-

4.3.3 Loss Function and Training Strategy

By minimizing a composite loss function, the optimal
values for the network parameters 6 can be determined
as:

L) =l htrye — ﬁHybrid "%+

Fidelity
A N hyyprig iy, A=1073 )

w
Sparsity Promotion

The I, term makes sure that the reconstruction is
accurate, and the [; penalty makes the output sparse,
which is what the physical channel model says it should
be. Training uses 50,000 samples from the DeepMIMO
O1 140 scenario, and the SNR is randomly varied
between 0 and 30 dB for each sample to ensure it works
well. The last epochs use quantization-aware training to
mimic the effects of a 3-bit ADC.

4.4 Computational Complexity and Latency Analysis

The hybrid architecture is designed to fulfill the 5G
NR operating timescales demands for real-time
processing.

Tnitialize
=0
S 0=

Find
Correlation
i=arg max j

i i

tempyset, i =
|

Support
Si = Si—l U {I}

(s

Estimation
=97 )"
oy )

Update

/_lﬁ

Update
Residual
L=y- "k

Stop?
Irjf <
1.2x10°¢
or S| >

Smax

i=i+1,
continue

Fig 2. Flowchart of OMP Algorithm for Channel Estimation
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Matching Pursuit stage scales as O(SN_p N_g).
With the parameter values S=6, N _p=26, and
N _g=512, this corresponds to around 5.0 million
multiply-accumulate operations. The three-layer CNN
concurrently contributes a fixed processing cost of 2.3
million MACs per inference. For each channel
estimate, the hybrid estimator's overall complexity is
around 7.3 million MACs. Experimental observations
on an RTX 3060 GPU show that the OMP and CNN
phases have latencies of 0.52 ms and 0.17 ms,
respectively, resulting in a total execution time of 0.69
ms each estimated cycle.

In terms of memory usage, activation data consumes
168 kB, and model parameters consume 78 kB.
Because of its small size, the entire model can be
accommodated within the on-chip SRAM of modern
digital signal processors or field-programmable gate
arrays, thereby eliminating the latency associated with
external DRAM access. Algorithm 2, corresponding to
Figure 4 in the accompanying graphics, presents a
detailed procedural outline of the proposed hybrid CS-
DL estimator.

4.5 Practical Deployment Features

The suggested framework uses  various
implementation-focused methods to support the
transition from simulation to real-world use. A single
noise-variance calibration procedure is used to
estimate the parameter 02 when the base station is
being set up.

In addition, a fallback mode is integrated into the
system. If the residual after OMP processing
exceeds 402, the channel condition is severely low
SNR. In this case, the CNN refinement stage is
bypassed. The system reverts to a robust OMP
estimator combined with outer-loop hybrid automatic
repeat requests. For compatibility with existing
standards, the 26 pilot symbols align directly with
Demodulation Reference Signals within a single
OFDM symbol of a 5G New Radio slot. This avoids
modifications to standardized frame structures.

In conclusion, the proposed hybrid CS-DL
framework is an integrated, hardware-aware solution. It
uses a lightweight CNN to improve the interpretability
and speed of sparse recovery via OMP. This integrated
strategy routinely achieves sub-millisecond latency
that complies with 5G NR timing standards while
successfully mitigating major practical drawbacks in
mmMave systems, including grid mismatch and
quantization distortions from low-resolution analog-to-
digital conversion.
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1. Algorithm 1: Enhanced Orthogonal Matching Pursuit

(OMP) <

2. OMP Input: y P measurement vector (size
M =N _p)<

3. @ > sensing matrix (M X N_g)<

4. K > sparsity target (= params.Ks< 6)<

5 Output: hi_OMP © K-sparse channel estimate (N_g
x 1)«

6. r « Yy > initial residual<

7. S «— @ > support set<

8. fori=1... min(K, M) > at most K iterations<

9. c «— |PHT| > correlation magnitudes<’

10. ¢(S)«—0 > mask already-chosen atoms«

11. j*«— argmax jc j
12. S « S U {j*}
13. @ S« ®(;,8)

S<
14. if rows(®_S) > cols(®_S)
15. a«— @ S\y<

> highest correlation<
& add new atom to support<
B sub-matrix with columns in

&> well-posed LS«

16. else & else use pseudo-inverse<
17. a « pinv(® 8S) - y¢
18. end if<

19. r—y—<® Sa > update residual<

20. iflrl:* <1.2 ¢* then break > noise-based stop<
21. end for¢

22.  h_OMP(S) —a; h_ OMP(-S) — 0¢

23. return h OMP<

Fig. 3. Enhanced OMP Algorithm for Sparse Channel
Estimation

Algorithm 2: Hybrid CS-DL Channel Estimator<

1. Input : y, @, params, ¢3<

2. CNN() > pretrained 3-layer complex network«

3. K « params.K & sparsity level<

4 Output: ﬁ_Hybl'i(l & refined K-sparse channe<

Stage - 1 OMP-based coarse recoveryr <

ﬁicoal'se +«— Enhanced-OMP(y, ®, K) > Algorithm

4-1 output <

6. 10 —y—@ ﬁicoarse > initial residual<

Stage - 2 Physics-guided support dilationfor <

7. co1T «— [P H 1o| <

8. addldx « {j € supp(ﬁicoarse) : corr _j > 0.35lrol2}«

9. §— supp(ﬁicoal'se) U addldx <

10. h_dilated(S) — h_coarse(S) > zero elsewhere<

Stage -- 3 Tensor reshape & phase-aware normalisation<

11. X« reshape(h_dilated, 32,16,2) & (h,w,Re/Im)<

12. p« \J'(XiR“rXiI“re); Xnorm +— (X R/p, X I/p)¢

Stage 4 CNN refinement wikh SE attention<

13. X ref « CNN(X norm) > 3 complex convs ¢

14. a « tanh(SNR_dB/15) - SNR—-adaptive
mix <

15. h mix — (1-¢)-h_dilated + a-vec(X_ref)<

Stage - 5 Group-sparse pruning & INT8 polishing<

16. idx K « indices of K largest \ﬁ_mixk

17. h_pruned(idx_K) — hmix(idx_K) ;
h_pruned(—idx_K) « 0¢

18. h_fine « DepthWiseConvlD INTS8(h pruned) > 5 ps
polish<

Stage - 6 Consistency check & hand-off<

19. r chk«y—® h fine<

20. ifIr_chkl*>4¢* then h_final — h_coarse<

else h_final — h_fine<
21.  h_Hybrid — h_final«
22. return h Hybrid«<

h

Fig 4. Hybrid CS-DL Channel Estimation Algorithm
(Two-Stage Pipeline)

5. Simulation Methodology

5.1 Evaluation Metrics and Benchmark Setup

Two well-known CS techniques, OMP and CoSaMP,
are compared to the performance of the suggested
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hybrid CS-DL estimator. The NMSE, BER, per-
channel estimate latency, and convergence
characteristics are the four main metrics used for
assessment. These metrics provide a comprehensive
picture of how reliable an algorithm is, how well it
processes data in real time, how accurate its estimates
are, and how well the entire communication system
functions.

5.2 Simulation Platform and Dataset

MATLAB R2023a is used for all numerical
calculations. The DeepMIMO dataset, namely the
O1 140 urban scenario, provides ray-tracing-derived
channel matrices and accompanying ground-truth
sparsity profiles, which are used to build realistic
mmMave channel realizations. MATLAB's DL
Toolbox is used to build and train the CNN component.
An NVIDIA RTX 3060 GPU with 12 GB of video
memory is used for both training and inference
processes. Central processing unit-based measurements
are performed on an Intel Core i7-12700H CPU for
comparative runtime evaluation.

For the CPU-based runtime evaluations, the recorded
execution time was averaged over 500 independent
Monte Carlo trials to minimize statistical fluctuations.
All runtime measurements were conducted with the
same channel length, pilot count, and signal structure
parameters as used in the main performance
simulations, and no additional parallel computing or
acceleration toolboxes were enabled during the CPU-
based tests to ensure fairness in the comparative
evaluation.

5.3 Experimental Parameters

The baseline system configuration, which includes
N_T=32 transmit antennas, N_R=16 receive antennas,
a carrier frequency of 28 GHz, and a default pilot
overhead of 5%, complies with the specifications listed
in Section 4. To assess the robustness of the suggested
approach, parameter sweeps are carried out in the
following ranges: The parameter sweeps include
receive antenna array sizes of 16, 32, and 64 elements;
a pilot ratio that ranges from 5% to 25% of the total
antenna dimension; a sparsity level K that spans from 4
to 12 dominant propagation paths; and an SNR that
ranges from 0 to 30 dB in steps of 5 dB. To guarantee
statistical reliability of the results, 100 separate Monte
Carlo trials are used to evaluate each parameter setting,
and 95% confidence intervals are computed.

In all simulation experiments, the channel sparsity
level K is determined based on the ray-tracing
characteristics of the DeepMIMO O1 140 urban
scenario, where extensive measurements confirm that
the number of dominant specular propagation paths for
28 GHz mmWave channels is no more than 6 in typical
© Mehran University of Engineering and Technology 2026

urban canyon environments. For the baseline parameter
setting, K=6 is fixed, consistent with the physical
channel sparsity of the dataset and further verify the
robustness of the proposed framework by sweeping K
from 4 to 12 in additional experiments. The sparsity
level K is assumed to be known in our simulations,
which is a common and reasonable assumption in
mmWave massive MIMO channel estimation research,
as the range of dominant propagation paths can be pre-
calibrated according to specific application scenarios
(e.g., urban, indoor) in practical deployments.

5.4 Implementation Details

For the OMP and CoSaMP baseline methods,
standardized termination criteria are applied, including
a residual threshold set to 1.202 and a maximum
sparsity level Sp,.x =6. The identical OMP
implementation is used in the first phase of the
suggested hybrid CS-DL strategy, where 50,000
channel samples from the DeepMIMO dataset are used
to train the CNN, while an independent set of 10,000
samples is used for validation. The SNR is randomly
randomized between 0 and 30 dB. The effects of 3-bit
analog-to-digital conversion are accounted for
throughout both the training and evaluation stages to
reflect realistic hardware constraints accurately.
MATLAB's built-in timing functions are used to
quantify computational lag under consistent program
execution settings. Our systematic experimental design
allows for an equitable comparison of mmMave system
performance under real-world conditions and identifies
the most critical operational indicators.

6. Results

This section presents simulation results for the
suggested hybrid CS-DL estimator and the
OMP/CoSaMP benchmarks. The DeepMIMO O1_140
dataset is used to vary the SNR (0-30 dB), sparsity
level, pilot ratio, and array size. The pilot overhead is
always 5%. NMSE, BER, runtime, and convergence
speed are all used to measure performance. The average
of each metric is computed across 100 Monte Carlo
runs, and 95% confidence intervals are reported.

6.1 NMSE Performance vs. SNR

When K=6 and the pilot overhead is 5%, Figure 5
shows the normalized NMSE and SNR for all three
algorithms. The hybrid CS-DL estimator enhances
NMSE by 1.8 dB relative to OMP at 20 dB SNR and
consistently exhibits the lowest BER. While all
methods perform better as SNR increases, the hybrid
approach reduces noise more effectively due to the
CNN's denoising ability.

The performance gains described here rely on
knowing the correct sparsity level, K=6. In real
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situations, the channel’s sparsity level can change over
time. If the initial OMP stage selects the wrong support
set, the subsequent CNN-based refinement might not
perform as well. These findings show that real-time
communication systems need reliable methods for
estimating sparsity.

10 . . - . .

—8— Hybrid CS-DL
—&—0OMP

~A— CoSaMP

Normalized Mean Square Error (NMSE)

Hybrid CS-DL Gains:
vs OMP: 1.3
vs CoSaMP: 1.2x
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Signal-to-Noise Ratio (SNR, dB)

Fig 5. NMSE Performance Comparison of Hybrid CS-DL,
OMP, and CoSaMP over SNR

6.2 Robustness to Channel Sparsity Variation

NMSE is examined in Figure 6 when sparsity level K
rises from 6 to 12 (SNR=20 dB). While pure CS
algorithms degrade significantly, the hybrid approach
exhibits exceptional robustness, retaining a 2.2%
advantage over OMP at K=10. This robustness is
explained by the CNN's capacity to represent dispersed
energy from near-grid components. Limitations:
Interpretability is sacrificed to enable CNNs to be
effective at higher K. The CNN corrections are data-
driven and may not be physically interpretable, which
could be an issue in safety-critical applications such as
vehicular communications, in contrast to OMP's
explicit path list.

T T T
—@— Hybrid CS-DL
3.5 I'|—m—omp
—— CoSaMP

Normalized Mean Square Error (NMSE)
.

p 3 10 12
Sparsity Level (K)

Fig 6. NMSE Performance of Hybrid CS-DL, OMP, and

CoSaMP Across Sparsity Levels
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6.3 Pilot Efficiency Analysis

The SE gain is calculated based on the established
relationship between normalized NMSE and SE for
mmWave massive MIMO systems, where SE is
proportional to log, (1 + SNR) and SNR is inversely
related to channel estimation error. Specifically, the
reduction in NMSE achieved by the proposed hybrid
CS-DL framework directly improves the effective
SINR of the communication link, and the SE gain is
quantified by comparing the achievable SE of the
proposed framework with that of the traditional OMP
algorithm under the same system and channel

conditions.

The relationship between the pilot overhead ratio and
NMSE is seen in Figure 7. Compared with the
traditional OMP approach, the proposed hybrid CS-DL
framework reduces the NMSE by almost 6 times when
the pilot overhead is set to 5%. The SE formulation,
based on reducing NMSE, shows an improvement of
about 9%.

The findings illustrate a principal benefit of the
proposed methodology: the ability to maintain
estimation accuracy despite significant limitations in

pilot resources.

Trade-offs: The suggested pilot method works well
when CNN is trained specifically for low-pilot
situations. So, if different pilot patterns are to be used,
the model must be retrained accordingly. The
calculation of SE assumes perfect link adaptation, but
in real-world applications, estimation errors may lower

the expected performance gains.

T
6 —@— Hybrid CSDL| |
——OMP
A CoSaMP

2 (%] 4= n
T T T T

Normalized Mean Square Error (NMSE)

() 1 1 1 1 L
5 10 15 20 25

Pilot Overhead (%)
Fig 7. NMSE Performance of Hybrid CS-DL, OMP, and
CoSaMP versus Pilot Overhead
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6.4 Scalability with Array Size

Figure 8 shows how performance changes as the
number of receive antennas increases. The hybrid CS-
DL stays ahead of the game no matter how big the array
is. For example, it has a 1.6 better NMSE than OMP
at Ng=064. But all methods show worse performance at
NR=128 due to stronger mutual coupling and grid-
mismatch effects.

Things to think about when deploying: Consistent
performance across different array sizes indicates that
the model generalizes well. But if an array has more
than 128 elements, the CNN architecture may need to
be changed to handle higher angular resolution and
greater processing power.
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Number of Receive Antennas

Fig 8. NMSE Performance of Hybrid CS-DL, OMP, and
CoSaMP under Varying Antenna Array Sizes

6.5 Computational Performance

Figure 9 compares the estimated runtime for each
channel. The hybrid CS-DL takes 1.0 ms to run, which
is 1.7 times slower than OMP (0.6 ms) and three times
faster than CoSaMP (3.1 ms). This performance meets
the requirement for a 5G NR 1 ms subframe.

Hardware Implications: The 0.69 ms measurement
shows how well the GPU works. CNN inference may
be slower on embedded DSPs that are used in base
stations because they have less processing power and
memory bandwidth. The model size of 78 kB enables
storage in on-chip SRAM, eliminating the need to
access DRAM, which is costly for resource-constrained
hardware systems.

© Mehran University of Engineering and Technology 2026

Average Computation Time (ms)
[3S]
T

05 - h

Hybrid CS-DL OMP CoSaMP
Estimation Method
Fig 9. Computational Complexity Comparison of Hybrid
CS-DL, OMP, and CoSaMP

6.6 End-to-End Communication Performance

Figure 10 shows the relationship between BER and
SNR. To get a 10"(-3) BER, hybrid CS-DL needs 3 dB
less SNR than the baselines. This reduces the link
budget cost and enables wider coverage or lower
transmission power for data communication.

System Impact: The reported BER improvement is
based on perfect synchronisation and a simple matched-
filter detector. In real systems, where other problems
such as phase noise and interference are present, the
absolute gain might change, but the relative advantage
should still hold.

T T
—®&— Hybrid CS-DL

—=— OMP

—dh— CoSaMP

Bit Error Rate (BER)

0 5 10 15 20 25 30
Signal-to-Noise Ratio (SNR, dB)

Fig 10. BER Performance of Hybrid CS—DL, OMP, and
CoSaMP over SNR

6.7 Convergence Behavior

Figure 11 shows how quickly each method comes
together. The hybrid CS-DL estimator reaches steady-
state error in just one forward pass after OMP
initialization. Iterative algorithms, on the other hand,
need to be updated several times. This quick change is
helpful in communication systems that change rapidly.
Even when channels are unstable, the hybrid method
still performs well in real-world tests. It depends on the
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OMP stage to provide a good initial guess, which can
be hard when the SNR is below 0 dB.

—@— Hybrid-CS-DL
0.8 —&— OMP
: —dh— CoSAMP

Normalized Mean Square Error (NMSE)

8 10 12 14 16 18 20
Iteration Number

Fig 11. Convergence Behavior of Hybrid CS-DL, OMP,
and CoSaMP in Terms of NMSE

Table 2. Although the hybrid technique offers the
best overall performance balance, it comes with several
intrinsic trade-offs. Its operational transparency is lower
than that of solely model-based CS approaches, while it
achieves greater NMSE and BER. Although the
technique shows good pilot efficiency, the CNN
component usually needs to be retrained to adapt to
changing system settings. Moreover, real-time
execution requires specialized hardware, such as GPUs
or digital signal processors, even though it achieves
sub-millisecond latency.

(]
P
=}

This study assumes that the channel sparsity level,
i.e., the number of dominant paths, is known a priori.
This is a common assumption in CS-based channel
estimation, as the sparsity order can be reliably
estimated in practice using preamble signals or blind
sparsity detection techniques. The proposed framework
does not require exact knowledge of the channel
support; it only relies on a reasonable estimate of the
sparsity level. If the actual sparsity deviates slightly

6.8. Comprehensive Performance Analysis

A comparative overview of the assessed channel
estimation techniques is given in

from the assumed value, the system still maintains
robust performance. The proposed framework also
demonstrates robustness to mismatches in system
parameters. Small changes in channel sparsity, pilot
configuration, or SNR have little impact on estimation
performance. The hybrid approach combines the
stability of model-based CS recovery with the
flexibility of data-driven learning, making it less
affected by parameter mismatches and well-suited to
real-world applications. The framework also performs
well under different channel conditions, but it still relies
on having fairly accurate information about channel
sparsity.

The analysis demonstrates that the hybrid approach is
effective when pilot resources are highly constrained,
but some computational capacity is available. Although
conventional OMP is less accurate than alternative
methods, it remains a suitable option for ultra-low-
power devices or scenarios that require complete
interpretability.

Table 2. Comparative Analysis of Channel Estimation Algorithms

Metric OMP CoSaMP Hybrid CS-DL
(Proposed)
Estimation Moderate in ideal sparse Higher than OMP due to refined Highest; CNN refines coarse
Accuracy settings; degraded at low SNR  support update estimate and suppresses noise
Computational Low per iteration; increases High due to residual Low at inference; higher offline cost
Cost with signal size recomputation and matrix amortized over multiple uses
inversions
Convergence  Fast; few iterations; may Slow; more iterations but Instantly after OMP, CNN avoids
Speed terminate early on noise improved accuracy iterative refinement
SNR Degrades sharply under noise ~ More robust than OMP but still High robustness; CNN generalizes
Robustness model-limited well under noisy or dynamic
conditions
Pilot Needs sufficient pilots for Performs better than OMP atlower Learns from various pilot ratios;
Sensitivity reliable support recovery pilots maintains accuracy even with
reduced sampling
Implementatio  Lightweight; suitable for low- More suited for offline or Ideal for base station or edge server
n Scope power or embedded resource-rich base station settings  inference where offline training is
deployments viable
Adaptability Poor adaptability to data Better than OMP, but lacks data- Highly adaptable to  unseen

mismatch or structural noise

driven correction

conditions and non-ideal channels
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To summary, the hybrid method combines the clear
structure of computer science with the flexible learning
and noise reduction of deep NN. This makes it a
practical choice for mmMave MIMO systems that use
low-resolution analog-to-digital converters and have
limited pilot signals. The proposed framework is
suitable for 5G NR-compatible applications such as
extended reality access points. It achieves up to 1.8 dB
NMSE reduction and sub-millisecond processing
latency. However, further research is needed to verify
its effectiveness in ultra-high mobility scenarios above
120 km/h.

7. Conclusion and Future Work

This study shows that the hybrid CS-DL framework
successfully balances the interpretability of CS with the
corrective power of DL for channel estimation in
mmMave massive MIMO systems under specified
operational constraints, particularly low pilot overhead
(5%) and limited hardware resources. Extensive
simulations using the DeepMIMO dataset show
consistent improvements over purely CS methods, such
as a 1.8 dB decrease in NMSE, a 9% increase in SE,
and an estimation latency of 0.69 ms, which is in line
with 5G New Radio's timing requirements. However,
the analysis shows that these performance gains
depend on several real-world factors. In particular, the
framework relies on scenario-specific data for training,
assumes reasonably accurate prior knowledge of
channel sparsity, introduces an approximate 40%
increase in latency relative to standalone OMP in
exchange for improved accuracy, and provides less
interpretability than purely model-driven estimators.
The method is especially well-suited for use at urban
access points and in fixed wireless access situations,
where SE and estimation accuracy are more important
than power consumption.

To tackle these challenges, our future research will
focus on three main areas. First, future work will focus
on improving robustness by developing online
adaptation methods that handle varying levels of
sparsity and mobility without requiring retraining.
Second, the pipeline will be evaluated on embedded
hardware platforms, such as FPGAs and system-on-a-
chip designs, to assess real-time performance and
identify additional power savings from INT4
quantization. Third, integration guidelines will be
developed to ensure compatibility with 3GPP NR
beam management, particularly for dynamic time-
division duplex and multi-user MIMO configurations.
Overall, the hybrid CS-DL approach advances
practical mmWave channel estimation by addressing

© Mehran University of Engineering and Technology 2026

real-world challenges and contributes to bridging the
gap between academic research and practical
deployment.
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